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      Introduction
    

    
      Working with Ollama and local LLMs can feel exciting very quickly because, for the first time, you are running powerful AI models directly on your own machine.
    

    
      A modern gaming PC can now run models that would have been considered frontier-level only a short time ago, without subscriptions, cloud APIs, or usage limits. That changes the experience completely. You can experiment freely, iterate faster, and build AI-powered tools that belong entirely to you.
    

    
      This book is organized into 
      multiple
       chapters and includes multiple projects designed to help you build confidence step by step. Some parts will introduce core ideas, while others will ask you to apply them in code.
    

    
      You do not need to rush. A steady pace, with time to try things yourself, will take you much further than reading everything in one sitting.
    

    
      How To Use This Book
    

    
      This section gives you a simple approach for learning effectively from the chapters ahead. The goal is not just to finish the book, but to come away able to use what you learned on your own.
    

    
      First, follow along actively. When you see a command, a code sample, or a new concept, try it yourself before moving on. In this case, the small details matter, and hands-on practice will make the ideas stick much faster than passive reading.
    

    
      Next, experiment as you go. Change a prompt, tweak a parameter, or rewrite a small piece of code to see what happens. Local LLM workflows become much clearer when you test their behavior directly, and those little experiments often teach more than the original example.
    

    
      Finally, make use of the appendix when you need a quick reference. It is there to support you when you want to revisit a concept, check a detail, or refresh your memory without rereading full chapters.
    

    
      A Good Mindset For Learning Local AI Tools
    

    
      This short section is here to set the tone for the rest of the book. Local AI tools are practical, flexible, and sometimes a little messy, which is completely normal when you are learning.
    

    
      You do not need to memorize everything. What matters more is understanding the flow: how the pieces fit together, how to test them, and how to recover when something behaves differently than expected. If a result surprises you, that is not a setback, it is often the moment where the real learning starts.
    

    
      Try to stay curious. Give yourself permission to pause, rerun examples, and ask “what if I change this?” That habit will serve you well far beyond the exercises in this book.
    

    
      In the next chapter, we will move into the setup details and the starting points you need before working through the rest of the book.
    

    
    
      Getting Started
    

    
      This chapter establishes the practical foundation for the rest of the book. Before working with Ollama and local LLMs, it helps to confirm the required background, the software you will use, and the kind of project you will build along the way.
    

    
    
      Prerequisites
    

    
      This book assumes a small amount of prior experience so that the focus can stay on local LLMs rather than basic programming.
    

    
      You should already be comfortable with the following:
    

    
      	
        Python fundamentals (variables, functions, conditionals, loops, dictionaries, and lists)
      

      	
        Reading and writing files in Python and running scripts from the command line
      

      	
        General familiarity with AI tools as a user, even if you have not built AI applications before
      

    

    
      If you are new to Python, these beginner-friendly resources can help you prepare:
    

    
      	
        
          Intro to Coding with Python Turtle
        
         (https://academy.zenva.com/product/intro-to-coding-with-python-turtle/)
      

      	
        
          Python Turtle Mini-Projects
        
         (https://academy.zenva.com/product/python-turtle-mini-projects/)
      

      	
        
          Build a Medical Diagnosis Bot with Python
        
         (https://academy.zenva.com/product/build-a-medical-diagnosis-bot-with-python/)
      

    

    
      Even if some of these topics feel a little new, the book will guide you through the process step by step.
    

    
    
      Project Files
    

    
      To make it easier to compare your work with a finished result, you can download the completed project files here:
    

    
      	
        
          Completed 
        
        
          P
        
        
          roject 
        
        
          F
        
        
          iles
        
         (
        https://academy.zenva.com/wp-content/uploads/2026/05/Project-Files-Ollama-Course.zip
        )
      

    

    
      Third Party Asset Licenses
    

    
      Some of the assets provided in this course are subject to third-party licenses:
    

    
      
    

    
      Assets by Ilona Frey
    

    
      Bird 1 Photo
    

    
      URL: 
      
        https://unsplash.com/@couleuroriginal
      
    

    
      License: Unsplash License (
      
        https://unsplash.com/license
      
      )
    

    
      
    

    
      Assets by Boris Smokrovic
    

    
      Bird 2 Photo
    

    
      URL: 
      
        https://unsplash.com/@borisworkshop
      
    

    
      License: Unsplash License (
      
        https://unsplash.com/license
      
      )
    

    
      
    

    
      Assets by Pixabay
    

    
      Bird 3 & 4 Photos
    

    
      URL: 
      
        https://www.pexels.com/@pixabay/
      
    

    
      License: Creative Commons CC0 (
      
        https://creativecommons.org/publicdomain/zero/1.0/
      
      )
    

    
      
    

    
      Assets by Sivakumar B
    

    
      Bird 5 Photo
    

    
      URL: 
      
        https://www.pexels.com/@siva301in/
      
    

    
      License: Pexels License (
      
        https://www.pexels.com/license/
      
      )
    

    
      
    

    
      Zenva-Created Assets
    

    
      All other artwork and media assets included in the project files that are not listed above were created by 
      Zenva
       and are released under:
    

    
      
        Creative Commons CC0 (Public Domain)
        

      
      
        https://creativecommons.org/publicdomain/zero/1.0/
      
    

    
      Zenva-created source code included in the project files for this course is released under the MIT License (https://opensource.org/license/MIT). Third-party libraries and dependencies remain under their respective licenses.
    

    
      Software And Setup
    

    
      Before moving into Ollama itself, you will need a working Python environment and a code editor. The book does not cover installing Python or setting up an editor, so it is best to confirm those pieces now.
    

    
      You can follow along with any code editor, including:
    

    
      	
        
          Visual Studio Code
        
         (https://code.visualstudio.com/)
      

      	
        Python’s built-in IDLE editor
      

    

    
      If you need setup help, use these installation references:
    

    
      	
        
          Visual Studio Code
        
         (https://helpza.zenva.com/portal/en/kb/articles/how-to-install-visual-studio-code-2025)
      

      	
        
          Python
        
         (https://helpza.zenva.com/portal/en/kb/articles/how-to-download-and-install-python)
      

    

    
      Local LLMs And Ollama
    

    
      Before installing tools or writing code, it is useful to clarify the core ideas behind this book. In this case, that means understanding what a local LLM is and why Ollama is such a practical way to work with one.
    

    
    
      What Are Local LLMs?
    

    
      A local LLM is a large language model that runs directly on your own computer. Instead of sending prompts and data to a remote cloud service, you install the model locally and interact with it on your machine.
    

    
      This approach offers several practical advantages:
    

    
      	
        More control over privacy, because your prompts and data do not need to leave your computer
      

      	
        Lower ongoing cost, since you are not relying on paid API usage for every request
      

      	
        Better availability for experimentation, because you are not limited by rate caps or external service outages
      

      	
        More freedom to test ideas quickly while developing your own tools and workflows
      

    

    
      For many projects, this local-first setup makes LLMs feel less like a remote service and more like a development tool you can use directly.
    

    
    
      Why Use Ollama?
    

    
      Ollama is the main tool used throughout this book because it simplifies the process of working with local models. Rather than manually managing model files and runtime details, you can use Ollama to install, run, and switch between models from one place.
    

    
      Just as importantly, Ollama provides both a command-line interface and an API. That means you can use it interactively from the terminal, then connect to it from Python applications in much the same way you would connect to a hosted AI service.
    

    
      In practice, Ollama helps with tasks such as:
    

    
      	
        Installing local language models
      

      	
        Running models on your machine
      

      	
        Switching between different models
      

      	
        Sending prompts through the command line
      

      	
        Building applications that communicate with a local model through an API
      

    

    
      This combination makes Ollama a strong starting point for anyone who wants to explore local LLMs without dealing with unnecessary setup complexity.
    

    
      The Project In This Book
    

    
      To make the ideas concrete, the book centers on a practical mini project. Rather than discussing local LLMs only in theory, you will build a Python application that uses a multimodal model to process images and generate structured output.
    

    
      The application will point to a folder of images, send each image to a multimodal LLM, and write the resulting descriptions to a CSV file. This creates a simple but useful workflow for image understanding and automation.
    

    
      The image below illustrates the overall flow of the project.
    

    
      
        [image: This image illustrates a key project workflow from the course: on the left, a file explorer window displays five bird images (bird1.jpg through bird5.jpg) in a folder named “birds” under “ollama-project-files”; on the right, a spreadsheet shows the output: a CSV with two columns, “Filename” and “Bird”, listing each image file paired with its identified bird species (Parrot, Kingfisher, Robin, Parakeet, Parakeet), demonstrating how a multimodal LLM processes images locally via Ollama and exports structured metadata.]
      
    

    
      Although the example uses bird images, the same pattern can be adapted to many other use cases. Once the workflow is in place, you can reuse it to classify or describe other kinds of images for cataloging, sorting, or automation tasks.
    

    
    
      Hardware Considerations
    

    
      Before running local models, it is important to understand that hardware affects both compatibility and performance. Some models are small and efficient, while others require significantly more memory and compute power.
    

    
      In practical terms, your hardware determines:
    

    
      	
        Whether a model can run at all
      

      	
        How quickly it responds
      

      	
        Which model sizes are realistic for your machine
      

    

    
      Many of the models discussed in this book are lightweight enough to run on modest hardware. In some cases, even very small systems such as a Raspberry Pi can run suitable models. Larger and more capable models, however, generally benefit from more powerful machines.
    

    
      The next chapter looks more closely at Ollama itself and the hardware considerations involved in running local LLMs effectively.
    

    
    
      Understanding Ollama
    

    
      This chapter introduces Ollama as the practical foundation for working with local large language models. Before building applications with local AI, it helps to understand what Ollama does, why it matters, and what trade-offs come with running models on your own hardware.
    

    
      Why Local LLMs Used To Be Difficult
    

    
      Before tools like Ollama became common, using open source LLMs was often more complicated than it needed to be. Models were available, but the experience of installing and running them varied widely from one project to another.
    

    
      In practice, that created several problems:
    

    
      	
        Each model often had its own setup process
      

      	
        Installation instructions could be inconsistent or difficult to follow
      

      	
        Managing multiple models on one machine was inconvenient
      

      	
        There was no shared interface that developers could rely on across models
      

    

    
      This lack of standardization made experimentation harder than it should have been. If you wanted to build a browser extension, a Visual Studio Code plugin, or a custom application on top of open source models, you often had to handle each model as a separate integration.
    

    
      That is the gap Ollama helps fill.
    

    
    
      What Ollama Is
    

    
      Ollama is an application that runs on your own computer and provides a simpler way to install, run, manage, and remove local large language models. Instead of learning a different workflow for every model, you can use one consistent tool and one consistent API.
    

    
      This matters because it turns local LLMs into something much closer to a normal development dependency. Rather than wrestling with model-specific setup details, you can focus on choosing a model and using it.
    

    
      With Ollama, you can:
    

    
      	
        Download and install models
      

      	
        Run models locally from the command line
      

      	
        Switch between different models more easily
      

      	
        Remove models you no longer need
      

      	
        Connect your own applications to a local API
      

    

    
      For example, if you want to use Llama 2, you can download it with:
    

    
      ollama
       pull llama2
    

    
      Then you can run it with:
    

    
      ollama
       run llama2
    

    
      If you try to run a model that is not already installed, Ollama can pull it automatically first. Once the model is available, your own code can communicate with it through Ollama’s local API by specifying the model and sending a prompt.
    

    
      From a developer’s perspective, this is one of Ollama’s biggest strengths. It gives local models a predictable interface, so interacting with them starts to feel similar to working with a hosted AI service, except the model is running on your own machine.
    

    
      Advantages Of Running LLMs Locally
    

    
      Running a model locally is not just a technical preference. In many situations, it offers practical benefits that are difficult to get from cloud-only tools.
    

    
      Privacy And Control
    

    
      One of the biggest reasons to use a local LLM is privacy. Your prompts and data stay on your own computer instead of being sent to a third-party service.
    

    
      This can be especially useful if you are working with sensitive material, internal documents, or workflows where data control matters. The same idea also extends to self-hosting on your own server for a team, company, or organization.
    

    
    
      Cost at Scale
    

    
      Cloud APIs are often convenient and can be cost-effective for light usage. If you only make occasional requests, paying per call may be the simplest option.
    

    
      At higher volumes, however, the economics can shift. Once usage becomes heavy enough, buying hardware and running the model yourself may be less expensive than paying an external provider for every request.
    

    
    
      Offline Availability
    

    
      A local model can continue working without an internet connection. That makes it useful in situations where connectivity is limited or unavailable, such as travel or restricted environments.
    

    
      This also gives you more independence from service outages, rate limits, and external platform changes.
    

    
    
      Community and Transparency
    

    
      Many open source models are supported by active communities of researchers, companies, and contributors. These communities often improve models quickly, release new variants, and experiment with different capabilities.
    

    
      Open source models can also offer more transparency than proprietary systems, although the degree of openness varies. Some projects release only the final model weights, while others provide additional information about training methods or datasets.
    

    
    
      Trade-Offs And Limitations
    

    
      Local LLMs are powerful, but they are not automatically the best choice for every project. Before committing to a self-hosted workflow, it is worth understanding the main trade-offs.
    

    
    
      Hardware Cost
    

    
      Some models require substantial compute resources, especially if you want good performance. In many cases, that means needing a capable GPU, and modern GPUs can be expensive.
    

    
      The amount of hardware you need depends on the model’s size, parameter count, and memory requirements.
    

    
    
      Capability Gaps
    

    
      Open models have improved quickly, but the strongest proprietary systems still tend to outperform many open alternatives in overall capability. Depending on the task, that difference may or may not matter.
    

    
      For experimentation, local automation, and privacy-sensitive workflows, open models can be an excellent fit. For more demanding reasoning or specialized tasks, some use cases may still favor proprietary services.
    

    
    
      Maintenance Responsibility
    

    
      When you self-host, you take on the responsibilities that a cloud provider would otherwise handle. That can include:
    

    
      	
        System maintenance
      

      	
        Security
      

      	
        Backups
      

      	
        Software updates
      

      	
        General reliability
      

    

    
      For individual experimentation, this may be minimal. For production use, it becomes a more serious operational consideration.
    

    
    
      Safety and Trust
    

    
      Not all models are aligned in the same way. Some are intentionally less restricted and may produce outputs that do not match the standards you want for your project or organization.
    

    
      There is also a security consideration when downloading model files. As with any software or binary asset, it is important to use trusted sources. Unverified files can introduce unnecessary risk.
    

    
      Available Models In Ollama
    

    
      The local LLM ecosystem changes quickly, so model recommendations do not stay fixed for long. In practice, the best place to check current options is the Ollama library:
    

    
      
        Ollama Library
      
       (https://ollama.ai/library)
    

    
      The library lists available models, their sizes, parameter counts, and the commands used to run them.
    

    
      At the time reflected in this material, some notable categories include:
    

    
      	
        ChatGPT-style replacements:
         Mixtral, Llama 2, and LlaVa. LlaVa is especially notable because it supports image input, making it a multimodal model.
      

      	
        GitHub Copilot-style replacement:
         Code Llama, which is useful for code completion and coding assistance.
      

      	
        Mini models:
         TinyLlama, Phi-2, and Orca Mini, which are small enough to run on modest hardware such as a Raspberry Pi
      

    

    
      The image below highlights some of these model categories.
    

    
      Small models can be appealing because they are easier to run, but they usually come with trade-offs in reasoning quality, instruction following, and reliability. They can still be useful for experimentation, lightweight tasks, or research, but they are often less dependable as general-purpose assistants.
    

    
      The Ollama library includes many more options than the short list above. As shown in the image below, it also provides the exact command needed to launch each model.
    

    
      
        [image: This image displays a table listing various open-source large language models (LLMs) compatible with Ollama, including their model names (e.g., Llama 2, Mistral, Dolphin Phi), parameter counts (e.g., 7B, 2.7B, 13B), file sizes (e.g., 3.8GB, 4.1GB, 39GB), and the corresponding Ollama command to run each model (e.g., ollama run llama2, ollama run mistral, ollama run llama2:13b), illustrating how Ollama provides a unified interface for managing diverse local LLMs through simple CLI commands.]
      
    

    
      Because this ecosystem evolves so quickly, it is a good habit to treat any fixed model list as temporary and check the library directly when choosing a model for a real project.
    

    
    
      Hardware Requirements
    

    
      Before choosing a model, it helps to think about hardware in two separate ways: whether your machine can run the model at all, and whether it can run it at a speed that feels practical.
    

    
      For basic compatibility, Ollama provides broad memory guidelines:
    

    
      	
        About 8 GB of RAM for 7 billion parameter models
      

      	
        About 16 GB of RAM for 13 billion parameter models
      

      	
        About 32 GB of RAM for 33 billion parameter models
      

    

    
      These are rough guidelines rather than strict guarantees, but they provide a useful starting point when estimating what your machine can handle.
    

    
      Very small models such as TinyLlama, Phi-2, and Orca Mini can run on much lighter hardware. In some cases, people have even run them on devices such as a Raspberry Pi. That said, smaller hardware usually means smaller models and lower performance.
    

    
      Ollama Insight: Hardware support and acceleration
    

    
      Ollama supports a wide range of hardware backends, and the official documentation is the most reliable source for what is currently accelerated.
    

    
      NVIDIA GPUs
       are supported on Linux and Windows with CUDA. Your model needs to fit comfortably in VRAM for fast responses, so checking GPU memory before pulling a large model is a good habit.
    

    
      Apple Silicon Macs
       use Metal acceleration. The performance picture on macOS has improved significantly since the early days of Ollama, so the speed you see today may be much better than older write-ups suggest.
    

    
      AMD GPUs
       are supported on Linux and Windows through ROCm, with a list of officially supported chips in the docs.
    

    
      Learn more: 
      
        Hardware support
      
       (https://docs.ollama.com/gpu)
    

    
    
      Performance Considerations
    

    
      Being able to launch a model is only part of the story. The other question is whether the model responds quickly enough for your workflow.
    

    
      In general, CPU execution is much slower than GPU execution. If you want fast interactive responses, the model usually needs access to a GPU.
    

    
      There are also platform-specific considerations to keep in mind:
    

    
      	
        macOS:
         at the time reflected in this material, Ollama runs only on the CPU, so performance is slower
      

      	
        Windows and Linux:
         performance depends heavily on available GPU memory, because the model needs to fit into VRAM for efficient execution
      

    

    
      This is why model size matters so much. A machine may technically be able to run a model, but if the model does not fit comfortably in available GPU memory, response speed may be poor.
    

    
      For example, a GPU with 16 GB of VRAM may run some 7B models well, while larger models such as Mixtral may still be slow on the same hardware.
    

    
      If you are using an NVIDIA GPU, you can inspect VRAM usage from the terminal with:
    

    
      nvidia-smi
    

    
      This is a useful way to confirm how much video memory is available and how much is being used while a model is running.
    

    
    
      Summary
    

    
      In this chapter, we looked at the role Ollama plays in making local LLMs easier to use. Instead of dealing with a different setup process for every model, Ollama provides a consistent way to install, run, manage, and connect to local models through both the command line and an API.
    

    
      We also examined the main reasons to use local LLMs, including privacy, offline access, cost control, and flexibility, along with the trade-offs involved, such as hardware demands, maintenance, and safety considerations. Finally, we reviewed the kinds of models available through Ollama and the hardware factors that affect whether they will run well on your machine.
    

    
      With that foundation in place, the next chapter moves from concepts into setup so you can begin installing Ollama and working with local models directly.
    

    
    
      Installation
    

    
      This chapter moves from concepts into setup. The goal is simple: install Ollama on your machine, confirm that it works, and get ready to run local models in the next chapter.
    

    
    
      Installing Ollama
    

    
      The installation process is straightforward on every platform. In practice, you visit the official download page, choose the installer or command for your operating system, and then verify that the 
      ollama
       command is available afterward.
    

    
      Because Ollama changes quickly, the download page is the best source for current instructions:
    

    
      
        Ollama Download
      
       (https://ollama.com/download)
    

    
      At the time reflected in this chapter, Ollama provides:
    

    
      	
        A macOS installer
      

      	
        A Linux command-line installer
      

      	
        A native Windows installer
      

    

    
      That native Windows installer is now the recommended option for Windows users. An older WSL-based method still works and is included later in this chapter for completeness.
    

    
      Ollama Insight: Official platform install guides
    

    
      The Ollama documentation maintains dedicated install pages for each platform. If something looks different from the screenshots in this chapter, those pages are the most current source.
    

    
      macOS:
       the install guide covers the standalone app and how to start the background service.
    

    
      Linux:
       the install guide describes the official install script, the standalone tarball, and how to run Ollama as a systemd service.
    

    
      Windows:
       the install guide covers the native installer and notes when WSL is and is not necessary.
    

    
      Docker:
       Ollama also publishes an official Docker image, which is useful if you want a clean, isolated install on a server.
    

    
      Learn more: 
      
        macOS install
      
       (https://docs.ollama.com/macos), 
      
        Linux install
      
       (https://docs.ollama.com/linux), 
      
        Windows install
      
       (https://docs.ollama.com/windows), 
      
        Docker image
      
       (https://docs.ollama.com/docker)
    

    
      Installing On Macos
    

    
      On macOS, the main objective is to install the Ollama application and confirm that the command-line tool is available in Terminal.
    

    
      Open your browser and go to the Ollama download page. There, click the macOS download button and install the application as you would any other Mac program by following the on-screen prompts.
    

    
      The image below shows the download page and the macOS installer option.
    

    
      
        [image: The image shows the Ollama download page with a prominent “Download for macOS” button highlighted by a pink arrow, indicating the correct installer for macOS users; above it are platform options for macOS, Linux, and Windows, and below it is a note stating the macOS installer requires macOS 11 Big Sur or later, which matches the lesson’s instruction to click that button to begin installing Ollama locally on a Mac.]
      
    

    
      Once installation is complete, open the Terminal application and run:
    

    
      ollama
       list
    

    
      This command displays the models currently installed on your machine. On a fresh installation, there will not be any models yet, so you should see an empty table with column headers such as 
      NAME
      , 
      ID
      , 
      SIZE
      , and 
      MODIFIED
      .
    

    
      That empty result is expected. What matters is that the command runs successfully, because that confirms Ollama is installed correctly and available from the terminal.
    

    
      The image below shows what this verification step looks like on a new setup.
    

    
      
        [image: In a macOS Terminal window, the user has executed the command `ollama list`, which outputs an empty table with column headers NAME, ID, SIZE, and MODIFIED, confirming that Ollama is installed correctly but no models are yet downloaded; the terminal prompt `\[fariazz@Pablos-MacBook-Air ~ %` appears before and after the command, indicating successful execution without errors.]
      
    

    
      If you see a “command not found” error instead, the installation did not complete correctly, and it is best to reinstall Ollama before continuing.
    

    
      Installing On Windows
    

    
      On Windows, the recommended approach is now the native installer. This is the simplest path because it avoids the extra setup involved with WSL.
    

    
      Visit the Ollama download page, download the Windows installer, and run it like any other Windows application:
    

    
      
        Ollama Download
      
       (https://ollama.com/download)
    

    
      After installation finishes, open a regular terminal and run:
    

    
      ollama
       list
    

    
      As on macOS, a fresh install will usually show an empty model list. That is normal and confirms that Ollama is ready for use.
    

    
      Installing On Windows With Wsl (Legacy Method)
    

    
      This section covers the older Windows Subsystem for Linux workflow. It is no longer the recommended path for most users, but it still works and may be useful if you prefer a Linux environment inside Windows.
    

    
    
      Installing WSL
    

    
      Before installing Ollama through WSL, we first need a working Linux environment. On Windows, that usually means installing WSL with Ubuntu.
    

    
      Open the Start menu, search for PowerShell, and choose 
      Run as Administrator
      . Administrative access is required here because Windows needs elevated privileges to install the subsystem.
    

    
      The image below shows this step.
    

    
      
        [image: This image shows the Windows Start menu search results after typing “power,” highlighting “Windows PowerShell” as the best match; the right panel displays the PowerShell app icon and options, with “Run as Administrator” specifically emphasized, indicating the recommended method to launch PowerShell for installing Ollama on Windows without requiring WSL.]
      
    

    
      In the elevated PowerShell window, run:
    

    
      wsl 
      --install
    

    
      This command installs WSL along with a default Ubuntu distribution if WSL is not already present on your system. The process may take a few minutes, and you will typically need to restart your computer when it finishes.
    

    
      The image below illustrates this installation step.
    

    
      
        [image: In an Administrator Windows PowerShell window, the command `wsl --install` is executed to set up the Windows Subsystem for Linux; the console output confirms “Windows Subsystem for Linux has been installed” and begins installing Ubuntu, showing a progress bar at 0.0%, reflecting a legacy installation method now superseded by Ollama’s native Windows installer as noted in the lesson.]
      
    

    
      After restarting, you should see a new Ubuntu or WSL application in the Start menu. Opening it gives you a Linux terminal running inside Windows.
    

    
    
      Installing Ollama Inside WSL
    

    
      Once the Linux terminal is available, the rest of the process follows the Linux installation path. In this case, we use the installer command provided on the Ollama download page.
    

    
      Run:
    

    
      curl https://ollama.ai/install.sh 
      |
       
      sh
    

    
      The image below shows this command as presented in the Linux and WSL instructions.
    

    
      
        [image: This image displays installation instructions for Linux and WSL2 users, showing the command `curl https://ollama.ai/install.sh \| sh` to download and execute Ollama’s installer script via the terminal; it is presented as a code block under the heading “Linux & WSL2,” indicating the recommended method for installing Ollama on those platforms as part of setting up local LLMs.]
      
    

    
      Verifying The Installation
    

    
      No matter which platform you use, the final step is verification. The purpose here is simply to confirm that Ollama is installed and responding correctly before you start downloading models.
    

    
      Run:
    

    
      ollama
       list
    

    
      On a fresh installation, the output will usually be an empty table. If you have already used Ollama before, you may instead see one or more installed models listed.
    

    
      In the example below, the command returns several existing models. The exact model names are not important at this stage. What matters is that the command executes successfully without errors.
    

    
      
        [image: In a terminal window, the user fariazz@B executes the command `ollama list`, which displays a table of locally installed Ollama models including codellama:latest (3.8 GB), llama:latest (4.7 GB), mixtral:latest (26 GB), orca-mini:latest (2.0 GB), phi:latest (1.6 GB), and tinyllama:latest (637 MB), each with its unique ID and modification time ranging from 20 to 23 hours ago, indicating that multiple models have already been downloaded and are available for local use, confirming successful Ollama installation and model management.]
      
    

    
      If the command works, your installation is complete.
    

    
    
      Summary
    

    
      In this chapter, you installed Ollama and verified that the 
      ollama
       command works on your system. We covered the standard setup process for macOS and Windows, along with the older WSL-based Windows workflow for users who still want a Linux environment.
    

    
      At this point, Ollama is ready, even if no models are installed yet. In the next chapter, we will start pulling and running local LLMs so you can begin interacting with them directly.
    

    
    
      Core Commands
    

    
      This chapter moves from installation into everyday use. Now that Ollama is set up, the next step is learning the small set of commands you will use most often to manage models, start chat sessions, check hardware usage, and remove models you no longer need.
    

    
      The examples here use a WSL terminal on Windows, but the same Ollama commands work on macOS and Linux in a regular terminal as well.
    

    
    
      Listing Installed Models
    

    
      A good place to start is with the command that shows which models are already available on your machine. This gives you a quick inventory before you try to run or remove anything.
    

    
      Run:
    

    
      ollama
       list
    

    
      The output is a table with columns such as 
      NAME
      , 
      ID
      , 
      SIZE
      , and 
      MODIFIED
      . On a fresh installation, the list may be empty, which is completely normal.
    

    
      This command is useful throughout your workflow, not just at the beginning. You will often return to it to confirm which models are installed and how much disk space they occupy.
    

    
      Ollama Insight: Full CLI reference
    

    
      The commands in this chapter are the ones you will use most often, but the CLI has more options than we cover here. The official reference documents every subcommand and flag in one place.
    

    
      ollama
       show
       prints model metadata such as parameter count, quantization, and template. It is useful when you want to compare two installed models without downloading more.
    

    
      ollama
       ps
       lists models that are currently loaded in memory. This is helpful when you are tuning performance or trying to free up VRAM.
    

    
      ollama
       cp
       clones a model under a new name, which is convenient when you want to keep a baseline alongside a customized version.
    

    
      Learn more: 
      
        CLI Reference
      
       (https://docs.ollama.com/cli)
    

    
      Installing A New Model
    

    
      Before you can use a model locally, Ollama needs to download it. In this case, the 
      pull
       command is how you add a model to your machine.
    

    
      Run:
    

    
      ollama
       pull 
      <
      model_name
      >
    

    
      For example, to install the 
      llava
       model:
    

    
      ollama pull llava
    

    
      To find available model names, browse the Ollama model library on the official website:
    

    
      
        Ollama Library
      
       (https://ollama.com/library)
    

    
      The model identifier shown there is the value you pass to 
      ollama
       pull
      .
    

    
      Running A Model
    

    
      Once a model is installed, you can start an interactive session with it. This is the fastest way to test a model, compare responses, and get a feel for how well it performs on your hardware.
    

    
      Run:
    

    
      ollama
       run 
      <
      model_name
      >
    

    
      For example, to run Llama 2:
    

    
      ollama
       run llama2
    

    
      If the model is not already installed, 
      ollama
       run
       will usually download it automatically before starting the session. After the model loads, Ollama displays an interactive prompt such as 
      >>> Send a message (/? for help)
      .
    

    
      From there, you can simply begin chatting. You might ask a question like 
      why is the sky blue?
       and then follow up with something like 
      summarize that in bullet points
      . Prompting works much like it does with hosted chat models, so any prompt patterns you already use are worth trying locally as well.
    

    
      If you want to see the built-in session commands, type:
    

    
      /?
    

    
      When you are finished, exit the session with:
    

    
      /bye
    

    
      Checking Model Sizes And Gpu Memory
    

    
      Model size is one of the most important practical details when working with local LLMs. In general, smaller models are easier to run, while larger models demand more memory and may perform much more slowly if they cannot fit into GPU memory.
    

    
      A simple way to review installed model sizes is to 
      run 
      ollama
       list
       again. As shown in the image below, the 
      SIZE
       column gives you a quick sense of which models are lightweight and which are more demanding.
    

    
      
        [image: The image shows a terminal session where the user has exited an Ollama chat session by typing \"/bye\", then executed \"ollama list\" to display installed models. The output table includes columns for NAME, ID, SIZE, and MODIFIED, listing models such as codellama:latest (3.8 GB), llama2:latest (3.8 GB), llava:latest (4.7 GB), mixtral:latest (26 GB), orca-mini:latest (2.0 GB), phi:latest (1.6 GB), and tinyllama:latest (637 MB), all modified 3–4 days ago. A cursor arrow highlights the 637 MB size of tinyllama:latest, emphasizing model size as a key factor for GPU memory usage per the lesson’s focus on local LLM performance.]
      
    

    
      To check available video memory on an NVIDIA GPU, use:
    

    
      nvidia-smi
    

    
      This command helps you see how much VRAM is installed, how much is currently in use, and whether Ollama is actively using the GPU. The image below illustrates the kind of process information you may see while a model is running.
    

    
      
        [image: The image displays a terminal window showing the output of a command that lists active Ollama processes, likely from running `nvidia-smi` or a similar GPU monitoring tool. The table includes columns for GPU, GI, CI, PID, Type, and Process name. One row is visible: GPU 0 with N/A for GI and CI IDs, PID 145, Type “C” (indicating compute process), and Process name “/ollama”, confirming Ollama is actively running on the system. This output helps users verify whether Ollama is utilizing GPU resources, which is critical for performance as discussed in the lesson: models fitting in video RAM run faster than those falling back to CPU.]
      
    

    
      Two practical caveats are worth keeping in mind:
    

    
      	
        nvidia-smi
         requires an NVIDIA GPU
      

      	
        At the time reflected in this material, Ollama supports NVIDIA acceleration, while macOS does not use GPU acceleration in the same way here
      

    

    
      If a model fits in available VRAM, responses are usually much faster. If it does not, Ollama may fall back to CPU execution, which can be dramatically slower. On a system with 16 GB of VRAM, for example, a very large model such as Mixtral may not fit comfortably and may run much more slowly as a result.
    

    
      Deleting A Model
    

    
      Local models can take up a significant amount of disk space, so it is useful to remove models you are no longer using. The 
      rm
       command handles that cleanup.
    

    
      Run:
    

    
      ollama rm 
      <
      model_name
      >
    

    
      For example, to delete the 
      phi
       model:
    

    
      ollama rm phi
    

    
      Ollama confirms the removal with a message such as 
      deleted 'phi'
      . If you run 
      ollama list
       afterward, the model should no longer appear.
    

    
      Comparing Small And Large Models
    

    
      Once you know how to run models, it is helpful to compare them directly. This makes the trade-off between size and capability much easier to see in practice.
    

    
      Among the models referenced in this chapter, Llama 2, Llava, and Mixtral are the more capable options. Mixtral, in particular, can approach the quality of much stronger hosted systems on some tasks. Smaller models such as Orca Mini, TinyLlama, and Phi are much easier to run on modest hardware, but they often struggle more with instruction following and reasoning.
    

    
      One simple test is to give a model a behavioral rule and see whether it follows it consistently. For example, if you run 
      ollama
       run orca-mini
       and ask it to behave like a bot that only replies in uppercase, it may acknowledge the instruction but still respond in normal sentence case. The image below shows this kind of interaction.
    

    
      
        [image: The image shows a terminal session where the user runs `ollama run orca-mini`, initiating an interactive chat with the local model. The user asks, “why is the sky blue?”, and the model responds with a detailed explanation of Rayleigh scattering, noting that shorter blue wavelengths scatter more than red ones. The user then issues the command “act as a bot that only talks in UPPERCASE”, to which the model replies affirmatively. Finally, the user exits the session by typing `/bye`, returning to the shell prompt `fariazz@B:~$`. This demonstrates Ollama’s interactive chat capability, prompt customization, and session termination via `/bye`, as described in the lesson.]
      
    

    
      If you repeat the same prompt with Llama 2, the result is much more reliable. In that case, the response comes back entirely in uppercase, which is a simple but useful demonstration of stronger instruction following.
    

    
      
        [image: This image shows a terminal session where the user runs `ollama run llama2`, then issues the prompt “act as a bot that only talks in UPPERCASE”; the model responds in all caps with “OF COURSE! *CRAZY EYES* HOW CAN I HELP YOU IN ALL CAPS? 😊”, demonstrating interactive chat behavior. The session includes the command prompt `>>>`, the `/bye` exit command, and the user’s shell prompt `fariazz@B:~$`, illustrating how to engage with and customize local LLM responses before exiting the Ollama chat interface.]
      
    

    
      This kind of quick comparison is useful when choosing a model for real work. Smaller models may be perfectly adequate for lightweight tasks, but for more dependable instruction following, larger models often justify their extra resource requirements.
    

    
      Chatting With A Multimodal Model
    

    
      Not all Ollama models are text-only. Some, such as 
      llava
      , are multimodal, which means they can accept both text and images.
    

    
      To begin, run:
    

    
      ollama run llava
    

    
      After the session starts, you can prompt the model with an image path. On WSL, Windows drives are mounted under 
      /mnt/
      , so a file in the Windows Downloads folder might look like this:
    

    
      /mnt/c/Users/pablo/Downloads/example 1.jpg
    

    
      It is usually safer to copy the exact path from the command line than to type it manually. Once you have the correct path, you can ask the model to describe the image by including the path in your prompt.
    

    
      The image below shows an example of this workflow in action.
    

    
      
        [image: The image shows a terminal session where the user runs `ollama run llava` to start an interactive chat with the LLaVA model, then uploads and describes an image file located at `/mnt/c/Users/pablo/Downloads/example\ 1.jpg`. The model’s output describes a bird perched on a branch with reddish-brown plumage, slightly open beak, and overlaid text reading “hello”, suggesting it may be a screenshot from a video call or social media post, with green foliage in the background. A mouse cursor highlights the word “hello” in the description, emphasizing the model’s ability to interpret visual content and text within images. The session follows the same pattern as previous examples using `ollama run`, reinforcing how local models can process multimodal inputs.]
      
    

    
      A multimodal model like Llava can return a fairly detailed description of what it sees, and you can continue the conversation with follow-up questions afterward. If you switch to a completely different image in the same session, it can help to say explicitly that you are referring to a new image so the model does not confuse the contexts.
    

    
      This local image understanding workflow is one of Ollama’s most practical strengths. Even on modest hardware, it can provide useful computer vision capabilities without relying on a cloud service.
    

    
    
      Summary
    

    
      In this chapter, we covered the core Ollama commands you will use most often:
    

    
      	
        ollama
         list
         to see installed models
      

      	
        ollama
         pull
         to download a model
      

      	
        ollama
         run
         to start an interactive session
      

      	
        ollama rm
         to remove a model
      

      	
        nvidia-smi
         to inspect GPU memory usage on supported NVIDIA systems
      

    

    
      We also looked at how model size affects performance, why larger models often follow instructions more reliably, and how multimodal models such as Llava can work with both text and images.
    

    
      With these basics in place, you now have the command-line foundation needed for day-to-day work with Ollama. In the next chapter, we will move from terminal usage into programming so you can call these same local models from your own code.
    

    
    
      Python Integration
    

    
      This chapter moves from command-line usage into programming. Now that Ollama is installed and you have seen how to run models directly, the next step is connecting Python to Ollama’s local API so your own applications can send prompts, receive responses, and work with both text and images.
    

    
      We will build this up in three stages. First, we will make a basic text generation request from Python. Next, we will send an image to a multimodal model. Finally, we will use Ollama’s chat endpoint to begin building chatbot-style interactions.
    

    
      Calling Ollama From Python
    

    
      The simplest way to integrate Python with Ollama is to send an HTTP request to the local API. In this section, we will create a small script that sends a prompt to a locally installed model and prints the response.
    

    
    
      Creating the Python File
    

    
      Before writing code, it helps to keep the project files organized. Create a new folder for this work, open it in your code editor, and add a Python file named 
      generate.py
      .
    

    
      This file will contain the code for our first API request.
    

    
    
      Installing and Importing 
      requests
    

    
      To communicate with Ollama from Python, we need a way to send HTTP requests. In this case, we will use the 
      requests
       library, which is one of the most common Python libraries for working with APIs.
    

    
      If it is not already installed, run:
    

    
      pip install requests
    

    
      Once the library is available, import it at the top of 
      generate.py
      :
    

    
      import
       requests
    

    
    
      Defining the API Endpoint
    

    
      Every request needs a destination. By default, Ollama runs locally on port 
      11434
      , and the endpoint for one-off text generation is 
      /api/generate
      .
    

    
      Store that URL in a variable:
    

    
      api_endpoint 
      =
       
      'http://localhost:11434/api/generate'
    

    
      If you were running Ollama on another machine or self-hosting it on a server, this is where you would replace 
      localhost
       with that server’s address.
    

    
    
      Preparing the Request Data
    

    
      Next, we define the data that will be sent to the API. This is a Python dictionary containing the model name, the streaming setting, and the prompt itself.
    

    
      In this example, we will use 
      llama2
      , disable streaming so the full response arrives at once, and ask the model to translate a word into Spanish:
    

    
      data 
      =
       {
      
        

      
          
      'model'
      : 
      'llama2'
      ,
      
        

      
          
      'stream'
      : 
      False
      ,
      
        

      
          
      'prompt'
      : 
      'Act as a translator machine. Translate this to Spanish: car'
      
        

      
      }
    

    
      The 
      model
       value must match a model you have already installed through Ollama.
    

    
    
      Sending the Request
    

    
      With the endpoint and payload ready, we can make the API call. 
      requests.post()
       sends an HTTP POST request, and the 
      json
       argument tells Python to serialize the dictionary as JSON automatically.
    

    
      response 
      =
       requests.post(api_endpoint, json
      =
      data)
    

    
    
      Reading the Response
    

    
      Once the request completes, we need to check whether it succeeded. A status code of 
      200
       means the request worked, so we can parse the response body as JSON and print it. Otherwise, we print an error message.
    

    
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
          response_data 
      =
       response.json()
      
        

      
          
      print
      (response_data)
      
        

        

      
      else
      :
      
        

      
          
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
    
      Running the Script
    

    
      Before running the script, make sure the Ollama service is active. It often starts automatically, but if it is not running you can start it manually with:
    

    
      ollama
       serve
    

    
      A quick way to confirm that Ollama is installed is simply to type 
      ollama
       in the terminal and check that the command is recognized.
    

    
      You can then run the script from your editor or from the command line with:
    

    
      python generate.py
    

    
      The image below shows this workflow in action.
    

    
      
        [image: The image displays a PowerShell terminal window where a Python script named `generate.py` is being executed via the command `python.exe ... generate.py`, launching it through VS Code’s debugger with process ID 63345. The script successfully queries a local Ollama LLM (likely llama2) to translate the word “car” into Spanish, returning the response “Coche” in the terminal output. Above the command, performance metrics from a prior run are visible, including total duration and evaluation counts. The current working directory is `C:\projects\ollama-course\ollama-project-files`, consistent with the lesson’s project setup.]
      
    

    
      The terminal prints the full JSON response from Ollama. That response includes metadata such as the model name, timestamps, and performance information, along with the generated text itself.
    

    
      If you only want the generated text, access the 
      response
       field directly:
    

    
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
          response_data 
      =
       response.json()
      
        

      
          
      print
      (response_data[
      'response'
      ])
      
        

        

      
      else
      :
      
        

      
          
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
      At this point, the output may still include extra conversational wording rather than only the translated word. That is a prompt design issue rather than a Python issue, and it can usually be improved by making the prompt more specific.
    

    
      Finding The Api Documentation
    

    
      When working with any API, it is useful to know where the request format comes from. In Ollama’s case, the endpoint URLs and request fields are documented in the official API reference.
    

    
      You can find the Ollama project here:
    

    
      
        Ollama GitHub Repository
      
       (https://github.com/ollama/ollama)
    

    
      The API documentation is located in the 
      docs
       folder, in the file 
      api.md
      . The image below shows the list of available endpoints.
    

    
      
        [image: This image displays a section of Ollama’s API documentation titled “Endpoints,” listing available API functions relevant to interacting with local LLMs: Generate a completion, Generate a chat completion, Create a Model, List Local Models, Show Model Information, Copy a Model, Delete a Model, Pull a Model, Push a Model, and Generate Embeddings, all presented as clickable links. This list contextualizes the API calls used in the lesson, particularly “Generate a completion,” which corresponds to the /api/generate endpoint used in the Python script to send prompts to the locally running llama2 model.]
      
    

    
      For this book, two endpoints matter most:
    

    
      	
        generate
        , for one-off completions
      

      	
        chat
        , for multi-turn conversations
      

    

    
      The 
      generate
       endpoint does not remember previous exchanges. You send a prompt and receive a single response. The 
      chat
       endpoint, which we will cover later in this chapter, is designed for ongoing conversations.
    

    
      Ollama Insight: The hosted API reference
    

    
      Ollama also publishes its API reference as a hosted site, which is often easier to browse than the GitHub copy. The two endpoints used in this chapter each have a dedicated page with the full request and response shape.
    

    
      /api/generate
       is the endpoint covered first in this chapter. The hosted page lists every supported field, including 
      stream
      , 
      images
      , 
      format
      , and the parameters under 
      options
      .
    

    
      /api/chat
       is the conversational endpoint we will use shortly. The hosted page documents the 
      messages
       array, system messages, and the optional 
      tools
       field used for tool calling.
    

    
      Learn more: 
      
        API introduction
      
       (https://docs.ollama.com/api/introduction), 
      
        Generate
      
       (https://docs.ollama.com/api/generate), 
      
        Chat
      
       (https://docs.ollama.com/api/chat)
    

    
      Sending Images To A Multimodal Model
    

    
      Text generation is only part of what Ollama can do. Some models are multimodal, which means they can accept both text and images. In this section, we will send an image to the 
      llava
       model and ask it to describe what it sees.
    

    
    
      Preparing the Image Example
    

    
      Before writing the code, it helps to know what kind of file we are sending. The project folder includes a file named 
      sample_image.jpg
      , though you can use another image from your own machine if you prefer.
    

    
      The image below shows the sample used in this example
      :
    

    
      
        [image: This image, referenced in the lesson as sample_image.jpg, shows an old steam-powered vehicle, likely a traction engine or early steam tractor, with large spoked wheels, a prominent vertical smokestack, and visible boiler and mechanical components, set outdoors under a blue sky with clouds; it serves as the visual input for the LLaVA multimodal model in the Python script generate_multimodal.py, which loads the image in binary mode, encodes it to Base64, and sends it via API alongside the prompt “Describe the image provided” to demonstrate multimodal inference.]
      
    

    
    
      Creating 
      generate_multimodal.py
    

    
      To keep this example separate from the earlier one, create a new file named 
      generate_multimodal.py
      .
    

    
      Because the structure is very similar to 
      generate.py
      , it makes sense to start from that earlier script and then adjust it. In this case, the main changes are:
    

    
      	
        Switch the model from 
        llama2
         to 
        llava
      

      	
        Change the prompt to something like 
        'Describe the image provided'
      

    

    
    
      Loading the Image from Disk
    

    
      To send an image through the API, we first need to read it from disk. Since image files are binary rather than plain text, we open the file in binary read mode with 
      'rb'
      .
    

    
      with
       
      open
      (
      'sample_image.jpg'
      , 
      'rb'
      ) 
      as
       image_file:
    

    
      Inside this block, we will do three things:
    

    
      	
        Read the image as raw bytes
      

      	
        Convert those bytes to Base64
      

      	
        Decode the Base64 bytes into a UTF-8 string
      

    

    
      This matters because JSON is text-based, so binary image data needs to be converted into a text-safe format before it can be included in the request.
    

    
    
      Reading the Binary Data
    

    
      The first step is simply to read the file contents:
    

    
          image_data 
      =
       image_file.read()
    

    
    
      Encoding the Image as Base64
    

    
      Next, we convert the raw bytes into Base64. Python includes a built-in 
      base64
       module for this purpose, so no extra installation is required.
    

    
          base64_image_data 
      =
       base64.b64encode(image_data)
    

    
      To use it, add the import at the top of the file:
    

    
      import
       base64
    

    
    
      Decoding to a String
    

    
      At this stage, the Base64 result is still a bytes object. For the JSON payload, we want a normal Python string, so we decode it as UTF-8:
    

    
          base64_image_string 
      =
       base64_image_data.decode(
      'utf-8'
      )
    

    
      Once that is done, the image is ready to be included in the API request.
    

    
    
      Adding the Image to the Request
    

    
      The 
      generate
       endpoint supports an optional 
      images
       field. This field expects a list of Base64-encoded image strings, which matches the format we just created.
    

    
      Here is the complete script:
    

    
      import
       requests
      
        

      
      import
       base64
      
        

        

      
      # load image
      
        

      
      with
       
      open
      (
      'sample_image.jpg'
      , 
      'rb'
      ) 
      as
       image_file:
      
        

        

      
          
      #1. read its contents (binary)
      
        

      
          image_data 
      =
       image_file.read()
      
        

        

      
          
      #2. turn binary into base64
      
        

      
          base64_image_data 
      =
       base64.b64encode(image_data)
      
        

        

      
          
      #3. encode to utf-8
      
        

      
          base64_image_string 
      =
       base64_image_data.decode(
      'utf-8'
      )
      
        

        

        

      
      api_endpoint 
      =
       
      'http://localhost:11434/api/generate'
      
        

        

      
      data 
      =
       {
      
        

      
          
      'model'
      : 
      'llava'
      ,
      
        

      
          
      'stream'
      : 
      False
      ,
      
        

      
          
      'prompt'
      : 
      'Describe the image provided'
      ,
      
        

      
          
      'images'
      : [base64_image_string]
      
        

      
      }
      
        

        

      
      response 
      =
       requests.post(api_endpoint, json
      =
      data)
      
        

        

      
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
          response_data 
      =
       response.json()
      
        

      
          
      print
      (response_data[
      'response'
      ])
      
        

        

      
      else
      :
      
        

      
          
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
    
      Running the Multimodal Script
    

    
      After saving the file, run it the same way as the earlier example. The request is sent to the local Ollama server, and 
      llava
       returns a text description of the image.
    

    
      The image below shows the script being executed and the resulting output.
    

    
      
        [image: The image shows a Windows PowerShell terminal window where a Python script named generate_multimodal.py is being executed using the VS Code debugger. The command includes navigating to the project directory, then launching the script via python.exe with the debugpy adapter and port 63668. Below the command, the terminal displays the model’s output, which is a detailed textual description of an image, specifically a vintage steam-powered locomotive made of metal with intricate details like cylinders and pipes, situated outdoors under a visible sky, possibly in a museum or exhibit setting, with a nearby wooden structure and stone paving, and no people present. This output demonstrates the LLaVA multimodal model successfully interpreting and describing the visual content of sample_image.jpg as intended in the lesson.]
      
    

    
      The exact wording will vary from run to run, but the important point is that the model can analyze the image and produce a meaningful description.
    

    
    
      Why Local Multimodal Processing Matters
    

    
      This workflow highlights one of the strongest advantages of local LLMs: privacy and control. The image stays on your machine, no external API key is required, and the process can still work without an internet connection.
    

    
      That makes local multimodal models especially useful for offline tools, private workflows, and experiments where you want full control over the data being processed.
    

    
      Ollama Insight: Vision support and supported models
    

    
      Vision is a model-level capability rather than something Ollama enables on its own. The official capability page lists which models accept image input and how to send images through the API.
    

    
      Sending images
       follows the same Base64 pattern used in this chapter. The 
      images
       field on 
      /api/generate
       and 
      /api/chat
       accepts a list of Base64 strings, and the model returns a normal text response.
    

    
      Choosing a model
       matters because not every model is multimodal. 
      llava
       is the example used here, but the docs list other vision-capable models that you can swap in without changing your Python code.
    

    
      Learn more: 
      
        Vision capability
      
       (https://docs.ollama.com/capabilities/vision)
    

    
      Using The Chat API
    

    
      So far, the examples in this chapter have used the 
      generate
       endpoint, which is designed for one-off prompts. In many applications, however, we want a conversational interface where the model can respond in a chatbot-like format. That is what the 
      chat
       endpoint is for.
    

    
    
      Generate vs Chat
    

    
      The difference is mostly about structure. A generate-style API accepts a single prompt and returns a single response. A chat-style API accepts a list of messages, each with a role, so the model can respond in the context of a conversation.
    

    
      In practice, every chatbot works by sending the conversation history back to the model on each turn. The model does not magically remember prior messages unless you include them in the request.
    

    
    
      Understanding the 
      messages
       Array
    

    
      The 
      chat
       endpoint expects a 
      messages
       array. Each item in that array is a dictionary containing a role and some content.
    

    
      The role can be one of the following:
    

    
      	
        system
        : instructions that define how the assistant should behave
      

      	
        user
        : a message from the user
      

      	
        assistant
        : a previous response from the model
      

    

    
      There is also an optional 
      images
       field for multimodal chat models.
    

    
    
      Creating 
      chat.py
    

    
      To try the chat endpoint, create a new file named 
      chat.py
      .
    

    
      Start by importing 
      requests
       and defining the chat endpoint URL:
    

    
      import
       requests
      
        

        

      
      api_endpoint 
      =
       
      'http://localhost:11434/api/chat'
    

    
    
      Sending a Basic Chat Request
    

    
      Next, define the request payload. We will use 
      llama2
      , disable streaming, and send a single user message containing 
      "Hello!"
      .
    

    
      data 
      =
       {
      
        

      
          
      'model'
      : 
      'llama2'
      ,
      
        

      
          
      'stream'
      : 
      False
      ,
      
        

      
          
      'messages'
      : [
      
        

      
              {
      'role'
      : 
      'user'
      , 
      'content'
      : 
      'Hello!'
       }
      
        

      
          ]
      
        

      
      }
    

    
      Then send the request and print the returned message:
    

    
      response 
      =
       requests.post(api_endpoint, json
      =
      data)
      
        

        

      
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
          response_data 
      =
       response.json()
      
        

      
          
      print
      (response_data[
      'message'
      ])
      
        

        

      
      else
      :
      
        

      
          
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
      One detail to notice here is that the chat endpoint returns a 
      message
       object rather than a 
      response
       string. That is why we read 
      response_data['message']
       instead of 
      response_data['response']
      .
    

    
    
      Running the Chat Script
    

    
      When you run 
      chat.py
      , the script prints a dictionary representing the assistant’s reply. That dictionary includes the role and the content of the message.
    

    
      The image below shows an example result.
    

    
      
        [image: This image shows a Windows PowerShell terminal where a Python script named 'chat.py' is executed via the VS Code debugger, launching a local Ollama chat session; the visible output includes the assistant’s first response: {\"role\": \"assistant\", \"content\": \"\nHi there! *smiles* It's nice to meet you. Is there something I can help you with or would you like to chat?\"}, demonstrating the chat endpoint’s ability to return structured messages with role and content fields as described in the lesson.]
      
    

    
      At this stage, we have the simplest possible chat client: one request in, one assistant message out. In a fuller chatbot, you would keep appending messages and resend the conversation history on each turn.
    

    
    
      Adding a System Prompt
    

    
      A useful feature of chat-style APIs is the system message. This lets you shape the assistant’s behavior before the user says anything.
    

    
      For example, if we want the assistant to reply only in uppercase, we can prepend a system message to the 
      messages
       array:
    

    
      data 
      =
       {
      
        

      
          
      'model'
      : 
      'llama2'
      ,
      
        

      
          
      'stream'
      : 
      False
      ,
      
        

      
          
      'messages'
      : [
      
        

      
              {
      'role'
      : 
      'system'
      , 
      'content'
      : 
      'YOU ONLY SPEAK IN UPPERCASE'
      },
      
        

      
              {
      'role'
      : 
      'user'
      , 
      'content'
      : 
      'Hello!'
       }
      
        

      
          ]
      
        

      
      }
    

    
      Running the script again changes the assistant’s output accordingly. The image below shows the result.
    

    
      
        [image: This image shows a Windows PowerShell terminal where the Python script 'chat.py' is executed a second time via the VS Code debugger, launching another local Ollama chat session; the visible output displays the assistant’s response as a JSON object: {\"role\": \"assistant\", \"content\": \"**HELLO!**\"}, indicating a new interaction with the model after changing the conversation context or input.]
      
    

    
      This is a simple example, but it demonstrates an important idea: the system prompt can strongly influence the tone, style, and behavior of the model throughout a conversation.
    

    
    
      Summary
    

    
      In this chapter, we connected Python to Ollama’s local API and used it in three different ways.
    

    
      We started with the 
      generate
       endpoint, sending a basic text prompt from Python and reading the returned response. We then extended that pattern to a multimodal request by loading an image from disk, encoding it as Base64, and sending it to the 
      llava
       model. Finally, we introduced the 
      chat
       endpoint, which uses a 
      messages
       array to support chatbot-style interactions and system prompts.
    

    
      With these patterns in place, you now have the core Python integration techniques needed to build local LLM applications on top of Ollama. In the next chapter, we will build on this foundation and turn these API calls into a more interactive application.
    

    
      Building A Chatbot
    

    
      This chapter brings together the Python and Ollama patterns from the previous chapter and turns them into two practical applications. First, we will build a simple stateful chatbot that can hold a back-and-forth conversation with a local LLM. Then we will finish the book with a small multimodal project that catalogs a folder of bird photos and writes the results to a CSV file.
    

    
      Both examples build on the same core idea: your Python code sends structured data to Ollama’s local API, receives a response, and then uses that response in a useful workflow.
    

    
      Building A Stateful Chatbot
    

    
      A single API call is enough for one prompt and one reply, but a real chatbot needs context. If the user asks a follow-up question, the model should be able to interpret it in light of what was said earlier.
    

    
      To make that work, we will maintain a 
      messages
       list and send the full conversation history to Ollama on every request. Each new user message is appended to the list, each assistant reply is appended as well, and the model receives the entire history each time.
    

    
      How The Chatbot Works
    

    
      The chatbot revolves around one shared piece of state: a 
      messages
       list. Each item in that list is a dictionary describing a message and who sent it.
    

    
      In practice, the loop works like this:
    

    
      	
        Capture user input
      

      	
        Append the user’s message to 
        messages
      

      	
        Send the full 
        messages
         list to Ollama’s chat API
      

      	
        Receive the assistant’s reply
      

      	
        Append the assistant’s reply to 
        messages
      

      	
        Print the reply to the console
      

    

    
      Because the full history is sent on every turn, the model can respond to follow-up questions naturally instead of treating each prompt as an isolated request.
    

    
    
      Creating 
      chatbot.py
    

    
      To begin, create a new Python file named 
      chatbot.py
      . We will use the same 
      requests
       library and the same chat endpoint introduced in the previous chapter.
    

    
      import
       requests
      
        

        

      
      api_endpoint 
      =
       
      'http://localhost:11434/api/chat'
    

    
      Next, create an empty list to hold the conversation history:
    

    
      messages 
      =
       []
    

    
      At the start of the program, the list is empty. As the conversation continues, it will grow to include every user message and every assistant response.
    

    
      Capturing Input And Updating The Message History
    

    
      Now we can open the main loop. In this case, an infinite 
      while
       loop is appropriate because the chatbot should keep running until the user stops the script manually.
    

    
      Inside the loop, we read input from the user and immediately append it to the 
      messages
       list in the format expected by the chat API.
    

    
      while
       
      True
      :
      
        

      
          
      # capture user input
      
        

      
          user_input 
      =
       
      input
      (
      'You: '
      )
      
        

        

      
          
      # updating messages
      
        

      
          messages.append({
      'role'
      : 
      'user'
      , 
      'content'
      : user_input})
    

    
      The important detail here is the dictionary structure. Each message has a 
      role
       and 
      content
      , which matches the format Ollama expects for chat requests.
    

    
      Sending The Conversation To Ollama
    

    
      Once the user’s message has been added to the history, we can send the full conversation to the model. The payload is very similar to the earlier chat example, except that this time the 
      messages
       field uses our growing list rather than a hard-coded array.
    

    
          
      # sending our chat to the AI
      
        

      
          data 
      =
       {
      
        

      
              
      'model'
      : 
      'llama2'
      ,
      
        

      
              
      'stream'
      : 
      False
      ,
      
        

      
              
      'messages'
      : messages
      
        

      
          }
      
        

        

      
          response 
      =
       requests.post(api_endpoint, json
      =
      data)
    

    
      Setting 
      'stream': False
       means the script waits for the full response before printing it. That keeps the example simple and makes the control flow easier to follow.
    

    
      Handling The Response
    

    
      After the request returns, we check whether it succeeded. If it did, we parse the JSON response, extract the assistant’s text, append the returned message object to 
      messages
      , and print the reply.
    

    
          
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
              response_data 
      =
       response.json()
      
        

        

      
              assistant_response 
      =
       response_data[
      'message'
      ][
      'content'
      ]
      
        

        

      
              
      # updating messages with response
      
        

      
              messages.append(response_data[
      'message'
      ])
      
        

        

      
              
      # showing the response to the user
      
        

      
              
      print
      (
      f'Assistant: 
      {
      assistant_response
      }
      '
      )
      
        

        

      
          
      else
      :
      
        

      
              
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
      One useful detail is that the chat endpoint already returns the assistant reply in the same message format we need. That means we can append 
      response_data['message']
       directly without reshaping it first.
    

    
    
      The Complete Chatbot Script
    

    
      At this point, the full script is simply the pieces above combined into one file:
    

    
      import
       requests
      
        

        

      
      api_endpoint 
      =
       
      'http://localhost:11434/api/chat'
      
        

        

      
      messages 
      =
       []
      
        

        

      
      while
       
      True
      :
      
        

      
          
      # capture user input
      
        

      
          user_input 
      =
       
      input
      (
      'You: '
      )
      
        

        

      
          
      # updating messages
      
        

      
          messages.append({
      'role'
      : 
      'user'
      , 
      'content'
      : user_input})
      
        

        

      
          
      # sending our chat to the AI
      
        

      
          data 
      =
       {
      
        

      
              
      'model'
      : 
      'llama2'
      ,
      
        

      
              
      'stream'
      : 
      False
      ,
      
        

      
              
      'messages'
      : messages
      
        

      
          }
      
        

        

      
          response 
      =
       requests.post(api_endpoint, json
      =
      data)
      
        

        

      
          
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
              response_data 
      =
       response.json()
      
        

        

      
              assistant_response 
      =
       response_data[
      'message'
      ][
      'content'
      ]
      
        

        

      
              
      # updating messages with response
      
        

      
              messages.append(response_data[
      'message'
      ])
      
        

        

      
              
      # showing the response to the user
      
        

      
              
      print
      (
      f'Assistant: 
      {
      assistant_response
      }
      '
      )
      
        

        

      
          
      else
      :
      
        

      
              
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
      This is a minimal chatbot, but it is already fully functional. The key idea is not the loop itself, but the fact that the conversation history is preserved and 
      resent
       on each turn.
    

    
      Testing The Chatbot
    

    
      When you run the script, a good test is to ask a question that invites a follow-up. For example, you might begin with a broad question such as “what color is the sky?” and then continue with a more ambiguous prompt that depends on prior context.
    

    
      The image below shows an example of the chatbot in use.
    

    
      
        [image: The image shows a terminal interface displaying an interactive chat session between a user and an AI assistant, demonstrating a stateful chatbot built in Python using Ollama’s local LLM. The user asks, “what color is the sky?” and the assistant responds with a detailed explanation of how sky color varies by time of day and atmospheric conditions, listing hues for sunrise/sunset, midday, and twilight. The conversation history is visibly maintained: the user’s input and assistant’s reply are both shown as part of the ongoing dialogue, illustrating the core lesson concept: appending each message to a growing list that preserves context for subsequent model calls. The terminal tab is active, indicating this is live output from running code such as chatbot.py, which implements the described while loop and message-list persistence pattern.]
      
    

    
      Next, ask something like “name some of those factors” without repeating the original topic. If the chatbot is working correctly, the model should understand that “those factors” refers to the earlier explanation.
    

    
      As shown in the next image, the model can continue the conversation because the full history is being sent on every request.
    

    
      
        [image: The image displays a terminal window showing the continuation of an AI assistant’s response to the user’s query “what color is the sky?”, listing factors 5 through 8 that affect sky color, such as sun angle, atmospheric dust, volcanic ash, and pollution from fires, with each point explaining how particles or light scattering alter sky hue; at the bottom, a blinking cursor appears after “You:”, indicating the terminal is awaiting user input, while the status bar shows “Ln 30, Col 1”, “Spaces: 4”, “UTF-8”, “CRLF”, and “Python” mode, consistent with an interactive Python-based chatbot session using Ollama’s local LLM.]
      
    

    
      As a final check, ask the model to summarize the earlier discussion in a shorter format, such as “summarize that in three bullet points”. A successful reply confirms that the chatbot is still using the accumulated conversation context.
    

    
      The image below illustrates this kind of follow-up.
    

    
      
        [image: The image shows a terminal window displaying the continuation of an AI assistant’s response to the user’s query about sky color, specifically summarizing three key factors in bullet points: (1) scattering of light by the atmosphere giving blue or gray hues, (2) air pollution like smog and dust altering sky color, and (3) water vapor absorbing blue light and scattering red, producing golden or orange hues. The cursor blinks after “You:” indicating readiness for the next user input, and the status bar at the bottom confirms the file is being edited in Python 3.12.2 64-bit with UTF-8 encoding, reinforcing the context of building a stateful chatbot in Python that maintains conversation history via a messages list sent to Ollama’s local LLM API.]
      
    

    
      Extending The Pattern
    

    
      Although this chatbot is intentionally simple, the underlying pattern is the same one used in more advanced conversational tools. Once you can maintain a message history and resend it on each turn, you have the foundation for features such as:
    

    
      	
        System prompts to control behavior
      

      	
        Different model choices
      

      	
        Better formatting of replies
      

      	
        A graphical interface instead of terminal input
      

      	
        Additional logic for saving or trimming conversation history
      

    

    
      For this book, the important result is that you have moved from a one-off chat request to a stateful local chatbot.
    

    
      Project: Cataloging Bird Images With A Local Llm
    

    
      To close the book, we will build a small multimodal project that processes a folder of images and writes structured results to a CSV file. The example uses bird photos, but the same workflow can be adapted to many other image classification or cataloging tasks.
    

    
      We will build the project in stages. First, we will test the pipeline with a single image. Then we will refactor the code into helper functions. Finally, we will loop through the full folder and save the results.
    

    
      The image below shows the project files, including the 
      birds
       folder used in this example.
    

    
      
        [image: The image shows a VS Code editor window with the Explorer panel open, highlighting the \"birds\" folder containing bird1.jpg through bird5.jpg, alongside Python files including project.py, chat.py, and chatbot.py; the main editor displays bird1.jpg (a photo of a blue-and-yellow macaw perched on a stick with wings partially spread), while the breadcrumb path confirms the file is located at birds/bird1.jpg, illustrating the setup for a tutorial that uses a local LLM (via Ollama) to analyze and catalog bird images by sending base64-encoded image data to the llava model endpoint.]
      
    

    
    
      Setting Up 
      project.py
       With A Single Image
    

    
      The first goal is simply to confirm that the multimodal pipeline works end to end. To do that, create a new file named 
      project.py
       and start from the same image-processing pattern used earlier in the book.
    

    
      For now, we will load one image from the 
      birds
       folder, send it to the 
      llava
       model, and print the response.
    

    
      import
       requests
      
        

      
      import
       base64
      
        

        

      
      # load image
      
        

      
      with
       
      open
      (
      'birds/bird1.jpg'
      , 
      'rb'
      ) 
      as
       image_file:
      
        

        

      
          
      #1. read its contents (binary)
      
        

      
          image_data 
      =
       image_file.read()
      
        

        

      
          
      #2. turn binary into base64
      
        

      
          base64_image_data 
      =
       base64.b64encode(image_data)
      
        

        

      
          
      #3. encode to utf-8
      
        

      
          base64_image_string 
      =
       base64_image_data.decode(
      'utf-8'
      )
      
        

        

        

      
      api_endpoint 
      =
       
      'http://localhost:11434/api/generate'
      
        

        

      
      data 
      =
       {
      
        

      
          
      'model'
      : 
      'llava'
      ,
      
        

      
          
      'stream'
      : 
      False
      ,
      
        

      
          
      'prompt'
      : 
      'Describe the image provided'
      ,
      
        

      
          
      'images'
      : [base64_image_string]
      
        

      
      }
      
        

        

      
      response 
      =
       requests.post(api_endpoint, json
      =
      data)
      
        

        

      
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
          response_data 
      =
       response.json()
      
        

      
          
      print
      (response_data[
      'response'
      ])
      
        

        

      
      else
      :
      
        

      
          
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
      When you run this script, the model should return a description of the image. This confirms that the image loading, Base64 conversion, API request, and response handling are all working together.
    

    
      The image below shows an example of that output.
    

    
      
        [image: The image displays a Windows PowerShell terminal window showing the output of running `project.py` via Ollama’s local LLM API; the command executed is `-x64\bundled\libs\debugpy\adapter/././debugpy\launcher' '64229' '--' 'c:\projects\ollama-course\ollama-project-files\project.py'`, and the model (likely llava) returns a detailed textual description of a vibrant, colorful parrot with blue plumage and yellow/green highlights, standing on one leg against a dark background. This output demonstrates the successful integration of image-to-text generation for cataloging bird photos as described in the lesson.]
      
    

    
      Tightening The Prompt
    

    
      A general description is useful for testing, but our actual goal is to identify the bird by name. In this case, we can improve the output by making the prompt more specific.
    

    
      Update the 
      prompt
       field in the request data to the following:
    

    
      'prompt'
      : 
      'Act as a bird cataloguing AI. Output the name of the bird in the image and nothing else.'
      ,
    

    
      This kind of prompt refinement is often enough to move from a broad descriptive answer to a short, structured result.
    

    
      Refactoring The Image Loader Into A Function
    

    
      As the script grows, it helps to separate repeated logic into small helper functions. The first piece worth extracting is the image-loading code.
    

    
      We will create a function named 
      read_image_base64_utf8
       that takes a file path and returns the image as a Base64 UTF-8 string.
    

    
      def
       read_image_base64_utf8(file_path):
      
        

      
          
      # load image
      
        

      
          
      with
       
      open
      (file_path, 
      'rb'
      ) 
      as
       image_file:
      
        

        

      
              
      #1. read its contents (binary)
      
        

      
              image_data 
      =
       image_file.read()
      
        

        

      
              
      #2. turn binary into base64
      
        

      
              base64_image_data 
      =
       base64.b64encode(image_data)
      
        

        

      
              
      #3. encode to utf-8
      
        

      
              base64_image_string 
      =
       base64_image_data.decode(
      'utf-8'
      )
      
        

        

      
          
      return
       base64_image_string
    

    
      This makes the rest of the program easier to read because the image conversion details are now isolated in one place.
    

    
      To test the helper, call it with another image such as 
      birds/bird2.jpg
       and use the returned string in the existing API request. The image below shows an example result.
    

    
      
        [image: The image shows a Windows PowerShell terminal in VS Code after running the Python script `project.py` from the directory `c:\projects\ollama-course\ollama-project-files`; the command executed includes launching the script via debugpy with the Python interpreter located at `C:\Users\pablo\AppData\Local\Programs\Python\Python312\python.exe`, and the model successfully outputs “African Jacana” (the bird’s identification), confirming the local LLM pipeline works for single-image classification; the terminal status bar indicates line 27, column 55, UTF-8 encoding, CRLF line endings, and Python language mode.]
      
    

    
      Refactoring The Api Call Into A Function
    

    
      The next repeated piece is the request to Ollama itself. Wrapping that logic in a function makes it easier to reuse for every image in the folder.
    

    
      Create a function named 
      run_api_call
       that accepts a Base64 image string, sends it to the 
      llava
       model, prints the result, and returns the response text.
    

    
      def
       run_api_call(base64_string):
      
        

      
          api_endpoint 
      =
       
      'http://localhost:11434/api/generate'
      
        

        

      
          data 
      =
       {
      
        

      
              
      'model'
      : 
      'llava'
      ,
      
        

      
              
      'stream'
      : 
      False
      ,
      
        

      
              
      'prompt'
      : 
      'Act as a bird cataloguing AI. Output the name of the bird in the image and nothing else.'
      ,
      
        

      
              
      'images'
      : [base64_string]
      
        

      
          }
      
        

        

      
          response 
      =
       requests.post(api_endpoint, json
      =
      data)
      
        

        

      
          
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
              response_data 
      =
       response.json()
      
        

      
              
      print
      (response_data[
      'response'
      ])
      
        

      
              
      return
       response_data[
      'response'
      ]
      
        

        

      
          
      else
      :
      
        

      
              
      print
      (
      'Failed to get response from Ollama API'
      )
      
        

      
              
      return
       
      None
    

    
      Returning the response is important because we will need that value later when writing rows to the CSV file.
    

    
      To verify that the refactor still works, read an image and pass the result into 
      run_api_call
      :
    

    
      image_string 
      =
       read_image_base64_utf8(
      'birds/bird2.jpg'
      )
      
        

      
      run_api_call(image_string)
    

    
      Saving Results To A Csv File
    

    
      Once the model can identify one image, the next step is to store the result in a structured format. CSV is a good fit here because it is simple, built into Python’s standard library, and easy to open in spreadsheet tools.
    

    
      To work with CSV files and directory contents, import 
      csv
       and 
      os
       at the top of the file:
    

    
      import
       csv
      
        

      
      import
       os
    

    
      Writing The Csv Header
    

    
      Before writing any bird data, we need to create the output file and add a header row. This makes the CSV easier to read and gives each column a clear meaning.
    

    
      with
       
      open
      (
      'bird_descriptions.csv'
      , mode
      =
      'w'
      , newline
      =
      ''
      ) 
      as
       
      file
      :
      
        

      
          writer 
      =
       csv.writer(
      file
      )
      
        

      
          writer.writerow([
      'Filename'
      , 
      'Bird'
      ])
    

    
      The 
      newline=''
       argument matters, especially on Windows, because it prevents extra blank lines from appearing between rows.
    

    
      Writing A Data Row For One Image
    

    
      With the file open and the header written, we can test the CSV workflow with a single image. In this case, we read one image, run the API call, and write the filename and returned description as a row.
    

    
      with
       
      open
      (
      'bird_descriptions.csv'
      , mode
      =
      'w'
      , newline
      =
      ''
      ) 
      as
       
      file
      :
      
        

      
          writer 
      =
       csv.writer(
      file
      )
      
        

      
          writer.writerow([
      'Filename'
      , 
      'Bird'
      ])
      
        

        

      
          image_string 
      =
       read_image_base64_utf8(
      'birds/bird2.jpg'
      )
      
        

      
          description 
      =
       run_api_call(image_string)
      
        

      
          writer.writerow([
      'bird2.jpg'
      , description])
    

    
      After running the script, the CSV file should contain the header and one data row. The image below shows an example.
    

    
      
        [image: The image displays the VS Code editor with the file bird_descriptions.csv open, showing a simple CSV structure with two columns: “Filename” and “Bird”; row 2 contains the entry “bird2.jpg, Kingfisher”, indicating the script successfully identified the bird in that image and saved the result to the CSV as part of the automated cataloging workflow described in the lesson.]
      
    

    
      Looping Over The 
      birds
       Folder
    

    
      The final step is to replace the hard-coded image path with a loop over the full folder. This turns the script from a single-image test into a batch-processing tool.
    

    
      Python’s 
      os.listdir
       returns the filenames in a directory, and we can filter them by extension so that only JPG files are processed.
    

    
      with
       
      open
      (
      'bird_descriptions.csv'
      , mode
      =
      'w'
      , newline
      =
      ''
      ) 
      as
       
      file
      :
      
        

      
          writer 
      =
       csv.writer(
      file
      )
      
        

      
          writer.writerow([
      'Filename'
      , 
      'Bird'
      ])
      
        

        

      
          
      for
       filename 
      in
       os.listdir(
      'birds'
      ):
      
        

      
              
      if
       filename.endswith(
      '.jpg'
      ):
      
        

      
                  image_string 
      =
       read_image_base64_utf8(
      f'birds/
      {
      filename
      }
      '
      )
      
        

      
                  description 
      =
       run_api_call(image_string)
      
        

      
                  writer.writerow([filename, description])
    

    
      Two details make this loop reusable:
    

    
      	
        The image path is built dynamically with 
        f'birds/{filename}'
      

      	
        The CSV row uses the current 
        filename
         variable rather than a fixed string
      

    

    
      When you run the script now, it processes every JPG image in the folder, prints each result to the terminal, and writes all results to 
      bird_descriptions.csv
      .
    

    
      The image below shows the script running across multiple bird images.
    

    
      
        [image: The image shows a Windows PowerShell terminal in VS Code after running the Python script `project.py` from the directory `c:\projects\ollama-course\ollama-project-files`, with the command launching the script via debugpy using Python 3.12; the terminal displays a list of bird names: “Bee-Eater”, “Parrot”, “Kingfisher”, “Robin”, and “Parakeet”, as output, indicating the LLM successfully identified birds from images in the folder, with “Kingfisher” highlighted and the cursor positioned after “Parakeet”, suggesting the script is iterating through multiple bird images to catalog them.]
      
    

    
    
      Summary
    

    
      In this chapter, we completed two practical local LLM applications.
    

    
      First, we built a simple chatbot using Ollama’s chat API. The key idea was to maintain a 
      messages
       list, append each user and assistant message to it, and send the full history back to the model on every turn. That pattern is the foundation of stateful conversational applications.
    

    
      Second, we built a small multimodal project that catalogs bird images. We loaded images from disk, encoded them as Base64, sent them to the 
      llava
       model, and saved the identified bird names to a CSV file. By refactoring the image loading and API request into helper functions, we were able to scale the workflow from one image to an entire folder.
    

    
      Together, these examples show how Ollama can support both conversational and multimodal local AI workflows directly from Python. With that, you now have a practical foundation for building your own local LLM tools on top of Ollama.
    

    
    
      Closing Words
    

    
      Congratulations. You made it to the end, and that is worth pausing to appreciate.
    

    
      Working through technical material takes more than curiosity. It takes patience, repetition, small moments of confusion, and the willingness to keep going until things click. If you completed the tutorials in this book, you did real work. You did not just read about Ollama and local LLMs, you used them, tested them, and built with them. That matters.
    

    
      What You Accomplished
    

    
      Before looking ahead, it is worth recognizing what you can do now and why it is valuable. You have built a practical foundation for working with local language models, and that foundation is much stronger than it may feel at first.
    

    
      You learned how to run models locally and understand the basic workflow of interacting with them through Ollama. That includes pulling models, starting them, managing them, and getting comfortable with the command line as a tool for AI development rather than something distant or intimidating.
    

    
      You also moved beyond simple prompting into application thinking. In practice, that means you worked with structured input and output, handled user messages, and started thinking about how conversations flow over time. Those are essential skills for any useful LLM-powered tool. A model is only part of the system, the real value comes from how you shape inputs, manage context, and present responses in a way that feels coherent and helpful.
    

    
      Most importantly, you now have practice. You have seen that local LLMs are not magic and not out of reach. They are tools you can run, inspect, experiment with, and improve.
    

    
      Where To Go From Here
    

    
      This final section is about momentum. The best next step is not to start over with something completely different, but to build on what you already know while the ideas are still fresh.
    

    
      A great place to begin is by expanding the projects you already made.
    

    
      	
        Improve your chatbot with conversation history, system prompts, or different model personalities.
      

      	
        Add logging so you can inspect prompts and responses over time.
      

      	
        Experiment with model parameters and compare how different settings affect tone, speed, and output quality.
      

      	
        Create task-specific tools, such as a note summarizer, writing assistant, code explainer, or document Q and A utility.
      

    

    
      Another strong next step is to combine skills instead of practicing them in isolation. In this case, we want to move from examples to small real-world applications.
    

    
      	
        Build a local assistant that reads files from a folder and answers questions about them.
      

      	
        Create a command-line workflow that sends selected text to a model and returns a cleaned, summarized, or reformatted version.
      

      	
        Connect a Python app to Ollama and add a lightweight interface, such as a web UI or desktop wrapper.
      

      	
        Try swapping models for the same project so you can learn which ones fit different tasks best.
      

    

    
      You should also spend time with the official Ollama documentation. Tutorials help you get started, but documentation helps you grow independent. It is where you will discover new commands, updated features, model options, and best practices as the ecosystem evolves. Start with the official site here: 
      
        Ollama Documentation
      
       (https://ollama.com)
    

    
      Just as importantly, join the wider community. Local LLM development is moving quickly, and one of the best ways to keep learning is to see what other people are building, testing, and sharing.
    

    
      	
        Follow community discussions around Ollama and open models.
      

      	
        Read project repositories and example apps.
      

      	
        Share your own experiments, even small ones.
      

      	
        Ask questions when you get stuck, because that is part of the process for everyone.
      

    

    
      If you want a practical challenge, give yourself one small project with a clear purpose and a short deadline. For example, build something in a weekend that solves one real problem for you. That could be organizing notes, drafting emails, summarizing articles, or answering questions from your own documents. Small projects teach fast because they force decisions.
    

    
      Given that AI remains a rapidly shifting field, 
      
        Zenva Academy
      
       (https://academy.zenva.com) provides an ongoing resource for mastering the latest engines and tools. By utilizing a project-led methodology across 300+ courses and 40+ Learning Pathways, developers can continue to build their technical foundation and explore complex AI integration techniques.
    

    
      A Final Thought
    

    
      Ollama is a great tool when you want to keep localized control of your AI integrations. However, the learning doesn’t stop here; we only scratched the surface of what you can build with Ollama.
    

    
      Keep experimenting and learning - remember that AI is developing fast, so there are always new things on the horizon!
    

    
    
      Full Source Code
    

    
      This 
      appendix
       brings together the completed scripts used throughout the book. Its purpose is simple: give you one place to review the finished code, compare it with your own work, and return to working examples later as a reference.
    

    
      These scripts cover the main patterns introduced earlier: one-off text generation, chat-based interaction, multimodal image input, and a small automation project that writes model output to a CSV file.
    

    
    
      chat.py
    

    
      This script demonstrates the simplest use of Ollama’s chat API. It sends a short conversation to the local 
      /api/chat
       endpoint and prints the assistant’s returned message.
    

    
      This is useful when you want to test the chat format itself, especially the 
      messages
       array and the effect of a system prompt, without building a full chatbot loop.
    

    
      Found in the project root folder
    

    
      import
       requests
      
        

        

      
      api_endpoint 
      =
       
      'http://localhost:11434/api/chat'
      
        

        

      
      data 
      =
       {
      
        

      
          
      'model'
      : 
      'llama2'
      ,
      
        

      
          
      'stream'
      : 
      False
      ,
      
        

      
          
      'messages'
      : [
      
        

      
              {
      'role'
      : 
      'system'
      , 
      'content'
      : 
      'YOU ONLY SPEAK IN UPPERCASE'
      },
      
        

      
              {
      'role'
      : 
      'user'
      , 
      'content'
      : 
      'Hello!'
       }
      
        

      
          ]
      
        

      
      }
      
        

        

      
      response 
      =
       requests.post(api_endpoint, json
      =
      data)
      
        

        

      
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
          response_data 
      =
       response.json()
      
        

      
          
      print
      (response_data[
      'message'
      ])
      
        

        

      
      else
      :
      
        

      
          
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
    
      chatbot.py
    

    
      This script expands the earlier chat example into a stateful chatbot. Instead of sending a single message, it keeps a running 
      messages
       list so the model can respond with conversational context.
    

    
      In practice, this is the core pattern behind chatbot-style applications with Ollama. Each user message is appended to the conversation history, the full history is sent to the API, and the assistant’s reply is added back into the same list.
    

    
      Found in the project root folder
    

    
      import
       requests
      
        

        

      
      api_endpoint 
      =
       
      'http://localhost:11434/api/chat'
      
        

        

      
      messages 
      =
       []
      
        

        

      
      while
       
      True
      :
      
        

      
          
      # capture user input
      
        

      
          user_input 
      =
       
      input
      (
      'You: '
      )
      
        

        

      
          
      # updating messages
      
        

      
          messages.append({
      'role'
      : 
      'user'
      , 
      'content'
      : user_input})
      
        

        

      
          
      # sending our chat to the 
      llm
      
        

      
          data 
      =
       {
      
        

      
              
      'model'
      : 
      'llama2'
      ,
      
        

      
              
      'stream'
      : 
      False
      ,
      
        

      
              
      'messages'
      : messages
      
        

      
          }
      
        

        

      
          response 
      =
       requests.post(api_endpoint, json
      =
      data)
      
        

        

      
          
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
              response_data 
      =
       response.json()
      
        

        

      
              assistant_response 
      =
       response_data[
      'message'
      ][
      'content'
      ]
      
        

        

      
              
      # updating messages with response
      
        

      
              messages.append(response_data[
      'message'
      ])
      
        

        

      
              
      # showing the response to the user
      
        

      
              
      print
      (
      f'Assistant: 
      {
      assistant_response
      }
      '
      )
      
        

        

      
          
      else
      :
      
        

      
              
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
    
      generate.py
    

    
      This script shows the most direct way to call a local model from Python. It sends a prompt to Ollama’s 
      /api/generate
       endpoint and prints the returned text.
    

    
      This pattern is a good fit for one-off tasks where you do not need conversation history, such as summarization, rewriting, classification, or simple transformations.
    

    
      Found in the project root folder
    

    
      import
       requests
      
        

        

      
      api_endpoint 
      =
       
      'http://localhost:11434/api/generate'
      
        

        

      
      data 
      =
       {
      
        

      
          
      'model'
      : 
      'llama2'
      ,
      
        

      
          
      'stream'
      : 
      False
      ,
      
        

      
          
      'prompt'
      : 
      'Act as a translator machine. Translate this to Spanish: car'
      
        

      
      }
      
        

        

      
      response 
      =
       requests.post(api_endpoint, json
      =
      data)
      
        

        

      
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
          response_data 
      =
       response.json()
      
        

      
          
      print
      (response_data[
      'response'
      ])
      
        

        

      
      else
      :
      
        

      
          
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
    
      generate_multimodal.py
    

    
      This script demonstrates how to send an image to a multimodal model. To do that, we first read the image from disk, convert it to Base64, and then include it in the JSON payload sent to Ollama.
    

    
      This matters because image files are binary data, while the API request body is JSON. Encoding the image as Base64 allows it to be transmitted safely as text.
    

    
      Found in the project root folder
    

    
      import
       requests
      
        

      
      import
       base64
      
        

        

      
      # load image
      
        

      
      with
       
      open
      (
      'sample_image.jpg'
      , 
      'rb'
      ) 
      as
       image_file:
      
        

        

      
          
      #1. read its contents (binary)
      
        

      
          image_data 
      =
       image_file.read()
      
        

        

      
          
      #2. turn binary into base64
      
        

      
          base64_image_data 
      =
       base64.b64encode(image_data)
      
        

        

      
          
      #3. encode to utf-8
      
        

      
          base64_image_string 
      =
       base64_image_data.decode(
      'utf-8'
      )
      
        

      
          
      
        

        

      
      api_endpoint 
      =
       
      'http://localhost:11434/api/generate'
      
        

        

      
      data 
      =
       {
      
        

      
          
      'model'
      : 
      'llava'
      ,
      
        

      
          
      'stream'
      : 
      False
      ,
      
        

      
          
      'prompt'
      : 
      'Describe the image provided'
      ,
      
        

      
          
      'images'
      : [base64_image_string]
      
        

      
      }
      
        

        

      
      response 
      =
       requests.post(api_endpoint, json
      =
      data)
      
        

        

      
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
          response_data 
      =
       response.json()
      
        

      
          
      print
      (response_data[
      'response'
      ])
      
        

        

      
      else
      :
      
        

      
          
      print
      (
      'Failed to get response from Ollama API'
      )
    

    
    
      project.py
    

    
      This script is the completed version of the bird cataloging project built in the previous chapter. It loops through a folder of bird images, converts each image to Base64, sends it to the 
      llava
       model, and writes the filename and identified bird name to a CSV file.
    

    
      This example is a useful reminder that local LLM workflows do not need to stop at chat. The same API patterns can be used for lightweight automation tasks that combine file handling, model inference, and structured output.
    

    
      Found in the project root folder
    

    
      import
       requests
      
        

      
      import
       base64
      
        

      
      import
       csv
      
        

      
      import
       os
      
        

        

      
      def
       read_image_base64_utf8(file_path):
      
        

      
          
      # load image
      
        

      
          
      with
       
      open
      (file_path, 
      'rb'
      ) 
      as
       image_file:
      
        

        

      
              
      #1. read its contents (binary)
      
        

      
              image_data 
      =
       image_file.read()
      
        

        

      
              
      #2. turn binary into base64
      
        

      
              base64_image_data 
      =
       base64.b64encode(image_data)
      
        

        

      
              
      #3. encode to utf-8
      
        

      
              base64_image_string 
      =
       base64_image_data.decode(
      'utf-8'
      )
      
        

      
          
      
        

      
          
      return
       base64_image_string
      
        

        

      
      def
       run_api_call(base64_string):    
      
        

      
          api_endpoint 
      =
       
      'http://localhost:11434/api/generate'
      
        

        

      
          data 
      =
       {
      
        

      
              
      'model'
      : 
      'llava'
      ,
      
        

      
              
      'stream'
      : 
      False
      ,
      
        

      
              
      'prompt'
      : 
      'Act as a bird cataloguing AI. Output the name of the bird in the image and nothing else.'
      ,
      
        

      
              
      'images'
      : [base64_string]
      
        

      
          }
      
        

        

      
          response 
      =
       requests.post(api_endpoint, json
      =
      data)
      
        

        

      
          
      if
       response.status_code 
      ==
       
      200
      :
      
        

      
              response_data 
      =
       response.json()
      
        

      
              
      print
      (response_data[
      'response'
      ])
      
        

      
              
      return
       response_data[
      'response'
      ]
      
        

        

      
          
      else
      :
      
        

      
              
      print
      (
      'Failed to get response from Ollama API'
      )
      
        

      
              
      return
       
      None
      
        

        

        

        

        

      
      with
       
      open
      (
      'bird_descriptions.csv'
      , mode
      =
      'w'
      , newline
      =
      ''
      ) 
      as
       
      file
      :
      
        

      
          writer 
      =
       csv.writer(
      file
      )
      
        

      
          writer.writerow([
      'Filename'
      , 
      'Bird'
      ])
      
        

        

      
          
      for
       filename 
      in
       os.listdir(
      'birds'
      ):
      
        

      
              
      if
       filename.endswith(
      '.jpg'
      ):
      
        

      
                  image_string 
      =
       read_image_base64_utf8(
      f'birds/
      {
      filename
      }
      '
      )
      
        

      
                  description 
      =
       run_api_call(image_string)
      
        

        

      
                  writer.writerow([filename, description])
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fariazz@B:~$ ollama run orca-mini

>>> why is the sky blue?

The sky appears blue because of a process called scattering.
When sunlight enters the Earth's atmosphere, it encounters
molecules of air such as nitrogen and oxygen. These molecules
scatter the light in all directions. However, the shorter blue
wavelengths are scattered more easily than the longer red
wavelengths. As a result, when we look up at the sky, we see
more of the shorter blue wavelengths, which make the sky appear
blue to us.

>>> act as a bot that only talks in UPPERCASE

Yes, I can do that. Let me know if you need me to act anything
else.

»>> /bye
fariazz@B $a
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GoogleDoc/images/image25.jpg
29991, 450, 1734, 376, 4287, 29908, 297, 4223, 508, 367, 20512, 304, 376, 1111, 11
73, 29908, 297, 10432, 29889], 'total duration': 5250322451, 'load duration': 4736
976024, 'prompt_eval _count': 34, 'prompt_eval duration': 95169000, 'eval_count': 2
4, 'eval_duration': 417729000}

PS C:\projects\ollama-course\ollama-project-files> c:; cd 'c:\projects\ollama-cou
rse\ollama-project-files'; & 'c:\Users\pablo\AppData\Local\Programs\Python\Python3
12\python.exe' 'c:\Users\pablo\.vscode\extensions\ms-python.debugpy-2024.0.0-win32
-x64\bundled\1libs\debugpy\adapter/../..\debugpy\launcher' '63345' '--' 'c:\project
s\ollama-course\ollama-project-files\generate.py"

PS C:\projects\ollama-course\ollama-project-files> ||
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is made of metal and features intricate details, such as cylinders and pipes, typi
cal of early steam engines. It's situated outdoors, with the sky visible in the ba
ckground, suggesting it might be part of an outdoor museum or exhibit dedicated to
historical transportation. There's a vintage-style wooden structure nearby, addin
g to the ambiance of the scene. The locomotive is positioned on what appears to be
a stone paving, and there are no people present in the image.

PS C:\projects\ollama-course\ollama-project-files> c:; cd 'c:\projects\ollama-cou
rse\ollama-project-files'; & 'c:\Users\pablo\AppData\Local\Programs\Python\Python3
12\python.exe' 'c:\Users\pablo\.vscode\extensions\ms-python.debugpy-2024.0.0-win32
-x64\bundled\1libs\debugpy\adapter/../..\debugpy\launcher' '63881' '--' 'c:\project

11ama-course\ollama-project-files\chat.py"
le': 'assistant', 'content': "\nHi there! *smiles* It's nice to meet you. Is t
e

something I can help you with or would you like to chat?"}
PS C:\projects\ollama-course\ollama-project-files> ||
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PROBLEMS ~ OUTPUT  DEBUG CONSOLE  TERMINAL  PORTS

You: what color is the sky?

Assistant:

The color of the sl vary depending on the time of day and atmospheric conditi
ons. Here are some colors associated with different times of day:

* During sunrise and sunset, the sky can take on hues of red, orange, pink, purple
, and blue.

* At midday, the sky is typically a bright blue.

* During twilight, the sky can be a mix of blue, gray, and pink.

In general, the color of the sky is influenced by the scattering of light by the a
tmosphere, so it can vary depending on factors such as air pollution, dust, and wa
ter vapor.

You: I
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else.

>>> /bye

fariazz@B:~$ ollama run llama2

>>> act as a bot that only talks in UPPERCASE

OF COURSE! *CRAZY EYES* HOW CAN I HELP YOU IN ALL CAPS? @

>>> /bye

fariazz@B:~$ ollama run llava
>>> describe this image: /mnt/c/Users/pablo/Downloads/example\ 1.jpg
Added image '/mnt/c/Users/pablo/Downloads/example 1.3jpg’

The image shows a bird perched on a branch. The bird has
reddish-brown plunage and is facing the camera with its beak

pen. There's text overlaid on the image that reads
uggesting that this might be a screenshot from a video
social media post. The background of the photo
features' green foliage, indicating a natural outdoor setting,
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PS C:\projects\ollama-course\ollama-project-files> c:; cd 'c:\projects\ollama-cou
rse\ollama-project-files'; & 'c:\Users\pablo\AppData\Local\Programs\Python\Python3
12\python.exe' 'c:\Users\pablo\.vscode\extensions\ms-python.debugpy-2624.0.0-win32
-x64\bundled\libs\debugpy\adapter/../..\debugpy\launcher' '63881' ‘--' 'c:\project
s\ollama-course\ollama-project-files\chat.py’

{'role': 'assistant', 'content': "\nHi there! *smiles* It's nice to meet you. Is t
here something I can help you with or would you like to chat?"}

PS C:\projects\ollama-course\ollama-project-files> c:; cd 'c:\projects\ollama-cou
rse\ollama-project-files'; & 'c:\Users\pablo\AppData\Local\Programs\Python\Python3
12\python.exe' ‘'c:\Users\pablo\.vscode\extensions\ms-python.debugpy-2024.0.0-win32
-x64\bundled\libs\debugpy\adaptery/. ./..\debugpy\launcher' '63902' '--' 'c:\project

s\ollama-course\ollama-project-file: .py"
{'role': 'assistant', 'content': sy

PS C:\projects\ollama-course\ollama ct-files> [|
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-x64\bundled\libs\debugpy\adapter/../..\debugpy\launcher' '64388' '--' 'c:\project
s\ollama-course\ollama-project-files\project.py'

Bee-Eater

PS C:\projects\ollama-course\ollama-project-files> c:; cd 'c:\projects\ollama-cou
rse\ollama-project-files'; & 'c:\Users\pablo\AppData\Local\Programs\Python\Python3
12\python.exe' 'c:\Users\pablo\.vscode\extensions\ms-python.debugpy-2824.0.0-win32
-x64\bundled\libs\debugpy\adapter/../. \debugpy\launcher' '64416' '--' ‘'c:\project
s\ollama course\ollama-project-files\project.py"
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molecules of air such as nitrogen and oxygen. These molecules
scatter the light in all directions. However, the shorter blue
wavelengths are scattered more easily than the longer red
wavelengths. As a result, when we look up at the sky, we see
more of the shorter blue wavelengths, which make the sky appear
blue to us.

>>> act as a bot that only talks in UPPERCASE
Yes, I can do that. Let me know if you need me to act anything
else.

>>> /bye

fariazz@B:~$ ollama run llama2

>>> act as a bot that only talks in UPPI 3

OF COURSE! *CRAZY EYES* HOW CAN I HELP ALL CAPS? @

>>> /b
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of the sky. For example, high-level clouds can make the sky appear more blue or gr
ay, while low-level clouds can give it a more yellowish tint.

5. Angle of the sun: The angle at which the sun's rays hit the Earth's atmosphere
can also affect the color of the sky. For example, during sunrise and sunset, the
sun's rays pass through more of the atmosphere than they do at midday, which can g
ive the sky a more orange or red hue.

6. Atmospheric dust: Minute particles in the atmosphere, such as dust, can scatter
light in different directions, giving the sky a more yellowish or brownish tint.
7. Volcanic ash: Ash from volcanic eruptions can also affect the color of the sky
by scattering light and creating a hazy, grayish appearance.

8. Pollution from fires: Fires, such as wildfires or industrial fires, can release
particles into the atmosphere that can affect the color of the sky. These particl
[ cai absorb ect light, giving the sky a more orange or yellowish hue.
You:

@ n30,Col1 Spaces:4 UTF-8 CRLF {3 Python
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inst a dark background.

PS C:\projects\ollama-course\ollama-project-files> c:; cd 'c:\projects\ollama-cou
rse\ollama-project-files'; & 'c:\Users\pablo\AppData\Local\Programs\Python\Python3
12\python.exe' ‘c:\Users\pablo\.vscode\extensions\ms-python.debugpy-2024.0.0-win32
-x64\bundled\libs\debugpy\adapter/../..\debugpy\launcher' '64271' '--' 'c:\project
s\ollama-course\ollama-project-files\project.py’

African Jacana

PS C:\projects\ollama-course\ollama-project-files> [|

@ Ln27,Col55 Spacesi4 UTF-8 CRLF {3 Python





GoogleDoc/images/image15.png
Web  Settings Folders Ph B 270

Windows Powers
Spem.

2 Power Automate > e

B vinsows e >

B Run 15E as Administator

P
B Windows PowerShellISE
Q. power - See moreseach resuts >





GoogleDoc/images/image19.png
& wiezon x

by the tiny molecules of gases in the air.
+ The longer, red wavelengths pass straight through without being
scattered.

« This is why the sky appears blue during the daytime when the
sunlight has to travel through a longer distance in the atmosphere
« The appearance of the sky can change depending on weather
conditions, pollution, and other factors

>>> /bye

fariazz@B:~$ ollama list

NAME ® SIZE  MODIFIED

codellama:latest 8fdf8f752f6e 3.8 GB 4 days ago

lama2:latest 78e26419b446 3.8 GB 3 days ago

lava:latest 8dd30f6bocbl 4.7 GB 4 days ago

mixtral:latest 7708c059a8bb 26 GB 4 days ago

orca-mini:latest 2dbd9fu39647 GB 4 days ago

phi:latest e2fd6321a5fe B 4 days ago
4 days ago

tinyllama:latest 2644915ede35 k B
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PS C:\projects\ollama-course\ollama-project-files> c:; cd 'c:\projects\ollama-cou
rse\ollama-project-files'; & 'c:\Users\pablo\AppData\Local\Programs\Python\Python3
12\python.exe' 'c:\Users\pablo\.vscode\extensions\ms-python.debugpy-2024.0.0-win32

-x64\bundled\libs\debugpy\adapter/../..\debugpy\launcher' '63668"' '--' 'c:\project
s\ollama-course\ollama-project-files\generate_multimodal.py'

This J.mage depxcts,@«vmtage steam powered, Jocomotive on display. The locomotive
is made of metal and features intricate s, such as cylinders and pipes, typi
cal of early steam engines. It's situat oors, with the sky visible in the ba
ckground, suggesting it might be part of an outdoor museum or exhibit dedicated to

historical transportation. There's a vintage-style wooden structure nearby, addin
g to the ambiance of the scene. The locomotive is positioned on what appears to be

a stone paving, and there are no people present in the image.

PS C:\projects\ollama-course\ollama-project-files> fI
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-x64\bundled\1libs\debugpy\adapter/. /..\debugp)/\launcher' '64229' '--' ‘c:\project
s\ollama-course\ollam ject- ﬁles\project py'

wing span. It has blue pl

g The bird is standing confi
dently on one leg while holdlng the other leg outs’ ed, as if it's in mid-flig
ht or balancing. Its beak appears to be slightly open, possibly as part of a vocal
ization or as a relaxed posture.

The background is dark and does not provide much context, making the parrot the fo
cal point of the image. The parrot is facing towards the right side of the photo,

which could suggest that it's looking at something off-camera. The overall impress
ion is one of vibrancy and energy, likely due to the bright colors of the bird aga
inst a dark background.

PS C:\projects\ollama-course\ollama-project-files> ||





